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What are transformers?

Most successful architecture of last years in many domains

Data: sequence of vectors x ∈ (Rd)N , so x = (⃗x1, ...,⃗xN)

At their core: self-attention

x⃗t+1
i = ∑

j
αi←jWV⃗xt

j + x⃗t
i (1)

Attention weights:

αi←j = softmaxj[λ (⃗xT
i WT

K ,WQ⃗xj)] (2)

Autoregressive task: predict one missing token given the
others.
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Standard transformer vs recycling

Standard: q different SA+MLP blocks

Recycling: one single layer iterated q times

Why recycling? No cheaper training

⇒ Pro (1) fundamental in some relevant cases
such as Alphafold2

⇒ Pro (2) iterative dynamical system instead of
different layers→ explainability

Recycling training issue: dependence on q.

⇒ Solution: qtrain ∈ [qmin,qmax].
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Recycling on generalized Potts model

Potts dataset of Riccardo et al, MLM task
3rep model: one layer as factored attention but same
performance as 3 layers
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Recycling on CIFAR10
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Our work: (1) summary

1 Transformers can be used as dynamical systems

2 Can the SA map be written as the derivative of a cost?
Is it an energy E?

3 ⇒ Yes, but it is not an energy.
It is formally a Negative log Pseudo Likelihood (NLP)

4 We can train a very simple SA ("bare SA") directly minimizing the
NLP

5 We compare result with a recycled transformer in MLM and
denoising tasks
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Our work: (2) pros and cons

1 PROs: training is

• Fast (no backpropagation)
• Local (relevant for biological networks)
• More explainable: planted model

2 CONs:

• Sensible to hyperparameters
• Worse test performances
• High memory usage
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The simplifications

Again, self-attention:

x⃗t+1
i = ∑

j
αi←jWV⃗xt

j + x⃗t
i

αi←j = softmaxj

[
λ (⃗xT

i WT
K ,WQ⃗xj)

]

1 Take a fixed embedding

2 Get rid of the MLP

3 We call WT
k Wq = : J. Get rid of positional encoding,

instead J = Jij

4 Set Wv ≡ J.

Our objective is a proof-of-work.
(2) and (4) have theoretical implications
(1) and (3) are practical simplifications
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The bare self-attention

The only parameters tensor is J ∈ RN×N×d×d.

⇒ Dynamical system of vectors

x⃗t+1
i = ∑

j(̸=i)
αi←jJij⃗xt

j + x⃗t
i (3)

αi←j = softmaxj

[
λ x⃗i · Jij⃗xj

]
(4)
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Self-attention from a variational approach

In general energy models

Update:
xt+1 = fθ (x)+ xt (5)

Energy Fθ (x) is such that

xt+1 =−∇xFθ (x)+ xt (6)

In self-attention:

Update:
x⃗t+1

i = ∑
j(̸=i)

αi←jJij⃗xt
j + x⃗t

i (7)

"Energy"

F(x;J) =− 1
λ

∑
i

log
[

∑
j(̸=i)

exp
(
λ x⃗i · Jij⃗xj

)]
= ∑

i
ei(x;J) (8)

An "energy" individually decreased by each token:

fi(x;J) =−∇⃗xiei(x;J)+ x⃗i (9)
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The self-attention cost is formally a pseudo-likelihood

1 Pseudo-likelihood approximation: p(x)≈∏i p(xi|x\i), with

p(xi|x\i) =
exp(βHi(x))∫

dµ(xi)exp(βHi(x))
(10)

2 NLP compared to cost of SA:

NLP(x,J) =−∑
i

log(p(xi|x\i)) = ∑
i

ei (11)

F(x;J) =− 1
λ

∑
i

log
[

∑
j(̸=i)

exp
(
λ x⃗i · Jij⃗xj

)]
= ∑

i
ei (12)
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Training via max-NLP

We learn J directly from NLP: no forward and backpropagation.

Take some datapoints xµ , select a random i:

Jt+1
ij = Jt

ij−η
∂

∂Jt
ij
∑
µ

ei(xµ ,Jt) (13)

Or directly with GD or SGD using ∑µ ei(xµ ,Jt) as a Loss

We plant the dataset in the cost of the model

⇒ Hebb rule and Hopfield models
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Results on real data
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Conclusions

1 The cost of self-attention is a pseudo-likelihood

F(x;J) =− 1
λ

∑
i

log
[

∑
j(̸=i)

exp
(
λ x⃗i · Jij⃗xj

)]
= ∑

i
ei (14)

2 A bare self-attention can be trained via max-pseudo-likelihood

Jt+1
ij = Jt

ij−η
∂

∂Jt
ij
∑
µ

ei(xµ ,Jt) (15)

3 It works qualitatively as recycled transformers
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Advancements (1): NPL as a different training method

Can we improve it? For ex. with Contrastive Divergence

∆Jij ∝− ∂

∂Jij
⟨ei(xµ ,J)⟩data +

∂

∂Jij
⟨ei(xµ ,J)⟩model (16)

Can we train a recycled 1-layer transformer with NLP?
Encoder⇒ SA⇒ MLP⇒ Decoder

What differs in tensor J trained via backpropagation or via
pseudo-likelihood?
Can we use NLP for explainability in standard transformers?



Transformers as dynamical systems Our work: bare self-attention model An "energy" for Self-Attention Conclusions

Advancements (1): NPL as a different training method

Can we improve it? For ex. with Contrastive Divergence

∆Jij ∝− ∂

∂Jij
⟨ei(xµ ,J)⟩data +

∂

∂Jij
⟨ei(xµ ,J)⟩model (16)

Can we train a recycled 1-layer transformer with NLP?
Encoder⇒ SA⇒ MLP⇒ Decoder

What differs in tensor J trained via backpropagation or via
pseudo-likelihood?
Can we use NLP for explainability in standard transformers?



Transformers as dynamical systems Our work: bare self-attention model An "energy" for Self-Attention Conclusions

Advancements (1): NPL as a different training method

Can we improve it? For ex. with Contrastive Divergence

∆Jij ∝− ∂

∂Jij
⟨ei(xµ ,J)⟩data +

∂

∂Jij
⟨ei(xµ ,J)⟩model (16)

Can we train a recycled 1-layer transformer with NLP?
Encoder⇒ SA⇒ MLP⇒ Decoder

What differs in tensor J trained via backpropagation or via
pseudo-likelihood?
Can we use NLP for explainability in standard transformers?



Transformers as dynamical systems Our work: bare self-attention model An "energy" for Self-Attention Conclusions

Advancements (2): theoretical

Hebb rule is the minimum of NLP in two-body models?

What is the relation between self-attention and Hopfield
models?

NLP training is local, so biologically plausible

⇒ biological networks with self-attention
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Self attention in transformers

Data are sequence of tokens: token x⃗i ∈ Rd with i = 1, ...,N, and
sequence x ∈ (Rd)N

Update:
x⃗t+1

i = ∑
j(̸=i)

αi←jV x⃗t
j + x⃗t

i (17)

Attention weights:

αi←j = softmaxj[λ (K x⃗i) · (Qx⃗j)] (18)

Q,K ∈ Rdh×d, meanwhile V ∈ Rd×d

In transformers, V,K,Q do not depend on (i, j)
→ permutational invariance (p.i.)

Positional encoding to break p.i. → x⃗i is a mix of positional and
semantical information



Our choices

1 V,K,Q depends on (i, j).

So for us Q,K ∈ RN×N×dh×d, V ∈ RN×N×d×d

⇒ to get rid of positional encoding

2 Defining

J =
hd

∑
µ=1

(KT)µ Qµ (19)

we constraint V ≡ J

⇒ to write the update as a derivative of an energy

In the end, the only parameters tensor is J ∈ RN×N×d×d.

⇒ an update
x⃗t+1

i = ∑
j(̸=i)

αi←jJij⃗xt
j + x⃗t

i (20)



This model energy compared to pseudo-likelihood

This "energy" is individually decreased by each token, because
update rule reads

fJ,i(x) =−(1− γ)∇⃗xieJ,i(x)+ γ⃗xi (21)

xα,t+1
i =−(1− γ)

∂

∂xα
i

eJ,i(xt)+ γxα
i = (1− γ)∑

j̸=i
αi←j ∑

β

Jαβ

ij xβ

j + γxα
i

(22)

This is how Negative Pseudo log-Likelihood (NPL) works:

NPL(x,J) =−∑
i

log(p(xi|x/i)) = ∑
i

ei (23)

To be compared to

FJ(x) =−
1
λ

∑
i

log
[

∑
j(̸=i)

exp
(
λ x⃗i · Jij⃗xj

)]
= ∑

i
eJ,i(x)



Complete pipeline

1 Spherical embedding: every pixel channel
xi ∈ R→ x⃗i ∈ R2, |⃗xi|= 1

2 Patches: non overlapping squares of p pixels grouped together
⇒ x⃗i ∈ R2p , di = 2p.

3 A non trainable F ∈ Rd,di matrix: x⃗i→ F x⃗i

4 Training from

FJ(x) =−
1
λ

∑
i

log
[

∑
j(̸=i)

exp
(
λ x⃗i ·FT JijF x⃗j

)]
= ∑

i
eJ,i(x)



F matrix



Visualizing J matrix



Logsumexp energy models

E(⃗x) =− 1
λ

log
P

∑
µ=1

eλ x⃗·⃗ξ µ

+
1
2
|⃗x|2 (24)

xt+1 = ∑
µ

aµ

t ξ
µ (25)

aµ

t =
eλxt ·ξ µ

∑ν eλxt ·ξ ν
(26)
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